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1 Introduction 
Applications of symmetry to solving problems 
in science and engineering involve the applica-
tion of concepts and examples from group the-
ory by people who are not expert in this do-
main. In many cases these non-experts rely on 
the procedures in a computer algebra system as 
a source of the domain knowledge. There are 
many advantages to having the domain knowl-
edge in a declarative form, and some computer 
algebra systems are moving in this direction. 
One example of a "knowledge base" in printed 
form is the Atlas of finite groups[8] which con-
tains a wealth of information about all simple 
groups. Simple groups are the building blocks 
from which all groups are constructed, just as 
all integers are constructed from prime num-
bers. This fundamental importance of simple 
groups means that their properties and their 
classification have been intensely investigated. 
Our prototype investigates the issues in pro-
viding this information online, with the even-
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Basser Department of Computer Science, University of 
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Australian Research Council. 
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tual aim of integrating the knowledge with the 
computer algebra system, Cayley[1]. 

This paper describes the Smal/Simple-
Groups knowledge base, which contains knowl-
edge about the 56 non-abelian simple groups of 
order less than one million. The dataset we use 
is catalogued by John McKay and his colleagues 
in a number of papers[20, 9, 21, 7, 5, ?, 17]. 
The dataset is small but very heterogeneous. 
It involves strings, integers, irrational numbers, 
lists, tables, formulae and parameterised data. 
It includes data for the members of the infinite 
family L(2,q) of groups, where q is a prime-
power -the data is described in parameterised 
form in the literature. 

Conventional relational database technology 
is unable to cope with the novel requirements 
of this application. The mathematical objects 
have structure and their data representation 
should reflect their structure. The numerical 
data is broader in nature than just small in-
tegers. Even the irrational numbers that oc-
cur are represented as polynomials in a root of 
unity and therefore are structured. The query-
ing of the data may involve numerical and al-
gebraic computations. The statement and solu-
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tion of queries may require considerable math-
ematical knowledge beyond the mere collection 
of facts in the dataset. The knowledge may in-
clude heuristics for solving a particular class of 
quenes. 

Our aim is to explore the representation and 
the querying of this diverse dataset with the 
NU-Prolog implementation platform[24], which 
provides relational and deductive database fa-
cilities, as well as a logic programming envi-
ronment. The hope was that the complex ob-
jects could be naturally represented using func-
tors; that parameterised data could be repre-
sented by rules; that the necessary algebraic 
processing (of numbers, characters, and permu-
tations) could be done in Prolog; and that the 
knowledge and heuristics for our chosen class 
of queries could be readily encoded. Perhaps 
the encoding of this knowledge would even sug-
gest a general formalism and meta-interpreter 
for other queries on the dataset . Unfortunately, 
reality forced many changes in this plan. How-
ever, with the aid of C routines accessed via 
the foreign-function interface and with flatter 
relational representation of the data, Smal/Sim-
pleGroups was constructed and several experi-
ments with the representation of knowledge and 
heuristics were performed. 

The design of the prototype is driven by 
queries from realistic applications of the late-
1970's. One motivation of McKay for the col-
lection of this data was to determine the pos-
sible embeddings of a small simple group in a 
larger one. We chose this as our experimental 
case study. The fusion map problem is to deter-
mine all possible ways in which H could be em-
bedded in G, as a subgroup; while the subgroup 
problem is to decide whether a simple group H 
could be a subgroup of a simple group G. Nei-
ther of these problems have definitive positive 
solutions based solely on the data and knowl-
edge. A solution indicates the possibility of an 
embedding. The actual existence of an embed-
ding can only be demonstrated in general by al-
gebraic computations with the elements of the 
group. On the other hand, a negative solution 
definitely indicates that no embedding exists. 
Each way to embed H in G is described by a fu-
sion map. We are interested in the effective use 
of the knowledge in solving the fusion map and 
subgroup problems, so the experiments look at 
the comparative cost and effectiveness of each 
piece of knowledge. Much of this knowledge is 
necessary to even state the fusion map prob-

/em and the subgroup problem in terms of the 
concepts of the knowledge base. 

The remainder of this paper is organised to 
familiarise the reader with the dataset from a 
mathematical viewpoint; to give an overview 
of the prototype; to present the experimental 
results for the fusion map problem and the sub-
group problem; and to summarise our experi-
ences and findings. 

2 Brief Overview of the 
Domain 

The simple groups are the building blocks for all 
groups, and groups capture the concept of sym-
metry [19]. A group is a set of elements with 
an identity element , a multiplication operator, 
and an inverse operator, all of which satisfy cer-
tain axioms . The reference [11] is layperson's 
introduction to groups and the classification of 
simple groups. The best way to appreciate the 
diversity of data about the simple groups which 
is of interest to group theorists is to browse 
through the Atlas [8] . 

The abelian simple groups are precisely the 
cyclic groups of prime order. The non-abelian 
groups either belong to the 17 infinite families 
of simple groups or are one of the 26 sporadic 
simple groups. For Smal/SimpleGroups, which 
restricts itself to the simple groups of order less 
than one million, many examples from the in-
finite family L(2,q) occur, but none or few ex-
amples of the other infinite families. Of interest 
IS 

• a definition of the group, both as a set of 
permutations, and abstractly via what is 
called a presentation; 

• the structure of the group as given by a list 
of its maximal subgroups; and 

• the numerology of the group given by a 
character table and the associated infor-
mation. 

It is this last item which is most relevant for 
the queries and experiments discussed in this 
paper. Examples and discussion of the other 
data can be found in our earlier papers [2 , 3] . 

The definition of 1(2,7) in the Cay-
ley library [17] as a permutation group on 
{ 1,2,3,4,5,6,7 } is 
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IC(g)l q(q2 - 1)/2 q+l q q (q- 1)/2 (q- 1)/2 
Class 1 yr+l u V x' yi 

Order 1 2 p p * * 
x1 1 1 1 1 1 1 
x2 q -1 1 -1 
x3 (q- 1)/2 (-1Y (-1 + y/q)/2 (-1- ·fi)/2 (-l)i+l 
x4 (q- 1)/2 (-1Y ( -1- y/q)/2 (-1 + y/q)/2 ( -1)i+l 
Rm q-1 -2( -l)m -1 -1 _!Jim _ b-jm 
Sn q+l 1 1 ain + ain 

Table 1: Parameterised Character Table of L(2,q), q = pk = 4r + 3 

The parameters i, j, m, n take all values between 1 and r inclusive. 
The numbers a and bare respectively a (2r + 1)-th root of unity and a 2(r + 1)-th root of unity. 

The elements x and y have orders (q- 1)/2 and (q + 1)/2 respectively. 
U is the matrix [1, 1: 0, 1], and V is the matrix [l,w: 0, 1] where w generates GF(q)*. 

GP:PERM(7); 
GP.GENERATORS:A=/2,1,5,4,3,6,7/, 

B=/1,4,2,3,7,5,6/; 
GP.RELATIONS:A-2=B-3=(A*B)-7=(A,B)-4=1; 

There is a relation mgpair/3 for the minimal 
generating pair which lists the group name and 
the two generators: 

mgpair( 12q(2,7), gen(2,1,5,4,3,6,7), 
gen(1,4,2,3,7,5,6) ). 

and a relation, presentation/4, which lists the 
group name, the name of the two generators, 
and some additional equations satisfied by the 
generators: 

presentation( 12q(2,7), A, B, 
[A-2,B-3,(A*B)-7,comm(A,B)-4] ). 

The structure is described by the maximal 
subgroups [17] 

subgp order index struct. spec. mult 

MP1 
MP2 
MP3 

24 
24 
21 

7 
7 
8 

S4 N(2A-2) 
S4 N(2A-2) 
7:3 N(7AB) 

which are stored in the relation msg/8: 

2 
2 
1 

msg("L(2, 7)", 1, 24,7, "S4", "N(2A -2) ", [], 2). 
msg("L(2, 7)", 2 ,24, 7, "S4", "N(2A -2)", [], 2). 
msg("L(2, 7)" ,3, 21,8, "7: 3", "N(7 AB)",[] ,1). 

(Note that the second last attribute is not 
used, and refers to data not supplied in the Cay-
ley library.) 
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Every group can be described as a set of d x d 
matrices over the complex numbers. This ap-
proach gives rise to a. field called representation 
theory of groups [13]. Characters are derived 
from the traces of such matrices and a charac-
ter table summarises much of the information 
about the representations of a group. Table 2 is 
an example of a character table . The encoding 
( "B7" and "**") of the irrational entries follows 
McKay [20]. The table is indexed by the char-
acters Xt to X 6 , and by the conjugacy classes 
K£(2,7) = {la, 2a, 3a, 4a, 7a, 7b} of the group. 
In fact, each character is a map from the classes 
to the complex numbers. Besides the charac-
ters, the table also records the order, IC(g)l, of 
the centralizer of an element in each class; and 
the power maps, pk, which indicate in which 
class the k-th power of an element belongs. 

For Prolog computations, the character ta-
ble is described using the relations ct.lldr/2, 
class/4, centralizer/3, powermap/3, 
period/3, classreps/3, and chi/3. An exam-
ple for 1(2,13) can be found in the appendices. 

Although the entries of the character table 
are complex numbers, there are many theorems 
which state that certain formulae involving the 
entries actually give integer results . For exam-
ple, the inner product of two characters X; and 
Xi of G is given by the formula 

and it is always a non-negative integer. This is 
a formula relating two rows of the character ta-
ble. Similarly, there is a formula relating three 
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IC(9)I 168 8 3 4 7 7 
p2 la la 3a 2a 7a 7b 
p3 la 2a la 4a 7b 7a 

Class la 2a 3a 4a 7a 7b 
x1 1 1 1 1 1 1 
x2 3 -1 1 B7 ** x3 3 -1 1 ** B7 
x4 6 2 -1 -1 
Xs 7 -1 1 -1 
x6 8 -1 1 1 

Table 2: Character Table of 1(2,7) 

B7 is -1 - T - r 2 - r 4 

where T is a 7-th root of unity. 

columns of the character table which computes 
the structure constant #(Kt, K2, K3)G, which 
is the number of triples (91 , 92, 93) of elements 
in G where 9t E the class Kt, 92 E the class K2, 
and the product of 91 and 92 is a fixed element 
93 E the class K3. Of course, the structure con-
stant is always a non-negative integer. 

Table 3 presents the character table of a 
group called A8 . A fusion map between 1(2,7) 
and A8 is a map between their corresponding 
conjugacy classes J{L( 2,7) and KA 8 • We use 
these fusion maps as an example in a later sec-
tion. 

Given an actual embedding of a subgroup 
H in G, one can translate from the characters 
of G to those of H (by a process called restric-
tion), and conversely (by a process called induc-
tion). The formulae which calculate the entries, 
as complex numbers, of the character induced 
or restricted from X involve the fusion map, the 
centralizer orders, and the entries of X. All of 
which can be found in the respective character 
tables. 

1(2,7) is a member of the infinite family 
L(2,q). The character table in Table 2 is de-
rived from the parameterised character table in 
Table 1. Here q = 7, p = 7, k = 1, and r = 1. 

3 Overview of the Proto-
type 

This section offers an overview of the knowledge 
base: its components, how the various kinds 
of knowledge are represented, the languages 
and schemas used, and an example of the sys-
tem in operation. The experimental knowledge 

base, or prototype, evolved significantly over 
the course of development, and even now must 
be considered in flux due to its experimental na-
ture . Most changes were compromises brought 
about by limitations of the NU-Prolog platform 
(or limitations of its performance), or by re-
strictions on our available time by thesis dead-
lines. We concentrate on describing the cur-
rent form of the prototype, but will occasion-
ally comment on the evolutionary path of our 
choice of knowledge representation . More dis-
cussion is available in a preliminary overview 
of the project [2], and in a first version of the 
system [3] for character tables, which are repre-
sented in an object-oriented way using Prolog 
functors. Full details are contained in the the-
sis [15]. 

Main components: The NU-Prolog envi-
ronment provides the following components: 

• a user-interface, by means of both a Prolog 
interpreter and compiler; 

• an inference engine; 

• external databases using superimposed 
coding to provide partial match retrieval, 
and an interface to the databases; and 

• a foreign-function interface to user-written 
C routines; 

which are augmented to a working knowledge 
base by providing 

• Prolog facts to be stored m the external 
databases; 

• Prolog rules; and 

• C routines. 

Knowledge representation: The repre-
sentation of knowledge is an important issue. 
The data and knowledge we encounter includes: 

• simple data, such as strings for names of 
groups; 

• heterogeneous data, such as entries in char-
acter tables which could be either an inte-
ger or an irrational number represented as 
a polynomial of a root of unity or even en-
coded as a string; 

• complex objects, such as a character table; 
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IC(g)l 20160 192 96 180 18 16 8 15 12 6 7 7 15 15 
p2 lA lA lA 3A 3B 2A 2B 5A 3A 3B 7A 7B 15A 15B 
p3 lA 2A 2B lA lA 4A 4B 5A 2B 2A 7B 7A 5A 5A 

Class lA 2A 2B 3A 3B 4A 4B 5A 6A 6B 7A 7B 15A 15B 
yl 1 1 1 1 1 1 1 1 1 1 1 1 1 1 
y2 7 -1 3 4 1 -1 1 2 -1 -1 -1 
y3 14 6 2 -1 2 2 -1 -1 -1 -1 
y4 20 4 4 5 -1 1 1 -1 -1 
Ys 21 -3 1 6 1 -1 1 -2 1 1 
y6 21 -3 1 -3 1 -1 1 1 B15 ** 
y7 21 -3 1 -3 1 -1 1 1 ** B15 
Ys 28 -4 4 1 1 -2 1 -1 1 1 
y9 35 3 -5 5 2 -1 -1 1 

ylO 45 -3 -3 1 1 B7 ** 
Yu 45 -3 -3 1 1 ** B7 
y12 56 8 -4 -1 1 -1 1 1 
y13 64 4 -2 -1 1 1 -1 -1 
y14 70 -2 2 -5 1 -2 -1 1 

Table 3: Character Table of A 8 

B7 is -1- r- r 2 - r 4 where T is a 7-th root of unity. 
B15 is p5 + p6 + p9 + 2p11 + 2p14 where pis a 15-th root of unity. 

• parameterised data, such as a character ta-
ble of a member of the L(2,q) family of 
groups; 

• theorems, such as one [27, p.417) describ-
ing the maximal subgroups of L(2,q); 

• heuristics, such as those derived from ex-
perience of finding fusion maps; and 

• algorithmic knowledge, such as how to per-
form the arithmetic operations on polyno-
mials and characters. 

We present examples of each of these kinds 
of knowledge, and discuss how they are repre-
sented. The appendices contain actual Prolog 
representations of the data. 

The simple data such as small integers and 
strings of ASCII characters offer no surprises 
in a relational database setting, such as Prolog 
supports. 

The heterogeneous data, as exemplified by 
character values, is most naturally represented 
as an object hierarchy, such as 

CharacterValue 
Integer 

Smallinteger 
Large Integer 
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Irrational Value 
PolynomialOverRootOfUnity 
EncodedString 

SmallSimpleGroups only uses wordsize integers, 
that is Smallinteger, however, if the hierarchy 
is also to suffice for all data in the Atlas then 
the Largeinteger class is required in order to 
allow arbitrary precision integers. 

In the external database, the character val-
ues are stored as small integers, or as strings 
which encode the irrational values (similar to 
the approach of McKay [9]) . For manipulation 
in Prolog, the irrational values are represented 
as polynomials over a root of unity (as a Prolog 
functor). The C routines also treat irrational 
values as polynomials, essentially "represented 
as a vector of coefficients. 

Complex objects, such as a character table, 
are represented, in the final prototype, in a flat-
tened form as a collection of relations. Our at-
tempts [3) to use a more structured, or object-
oriented approach, ran into severe problems 
with the efficiency of retrieval from NU-Prolog's 
external database. 

The literature presents parameterised data 
for the infinite parameterised families of sim-
ple groups, such as L(2,q). This includes the 
character tables, where both the dimensions of 
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the tables and their entries depend on q (and 
on complex roots of unity) . The information, 
together with expert knowledge, is sufficient to 
expand out the table, to fully determine the 
conjugacy classes and their power maps, and 
to calculate the entries of each individual char-
acter. 

The primitive entries of the para.meterised 
data is encoded into strings, as they typically 
represent irrational character values . The gen-
eral structure of the table, including various 
bounds, is coded in rules. The expert knowl-
edge about expanding the tables from this en-
coding or description, was initially represented 
as Prolog rules (as in an expert system), but 
in the final prototype, the tables are expanded 
by C routines , because the expansion involves a 
large amount of arithmetic with irrational num-
bers (and the arithmetic is implemented as C 
routines) . 

The theorems which we use are translated 
by hand into a useable form. For example, the 
theorem on the maximal subgroups of L(2,q) 
is interpreted (by humans) into data which is 
explicitly stored in the relation msg/8. Oth-
ers are expressed as Prolog rules. For example, 
the rules for the heuristics incorporate the the-
orem that the restriction of a character must 
be a character, and the theorem that the inner 
product of two characters must be an integer. 

The heuristics for solving the fusion map 
problem and the subgroup problem are coded 
into the order of Prolog rules and subgoals, 
which implement the control of Prolog's oper-
ational behaviour. The section on an example 
of query processing contains more details of the 
heuristics used . 

The algorithmic knowledge concerns alge-
braic or arithmetic operations, which are func-
tions. The functions can be expressed as re-
lations and implemented in Prolog. We did 
initially use Prolog implementations. How-
ever, arithmetic on character values is heavily 
utilised in the queries, so for efficiency the pro-
totype evolved to use C routines. The routines 
implement the operations as functions, and are 
accessed via the foreign-function interface. 

Database Languages: The different com-
ponents of the prototype with their different 
roles and representations required the following 
four languages: 

• display language, to present results to the 
user; 

• data definition language, to define the facts 
for the external databases; 

• data manipulation language in Prolog; and 

• data manipulation language in C, to be 
used via the foreign-function interface. 

Several languages (or schemas) are required. 
The declarative nature of those expressed in 
Prolog blurs the distinction between a data def-
inition language and a data manipulation lan-
guage. See the appendices for examples of data 
defined using these languages. 

4 A Query Processing Ex-
ample 

This section presents an example, in broad 
terms, of processing a fusion map query, to ex-
plain how different components and languages 
come into play. The general approach to solving 
both the fusion map problem and the subgroup 
problem was generate-and-test. The candidate 
fusion maps between the pair of groups H and 
G are generated and then filtered by a number 
of heuristics taken from the literature, namely 

• the comparison of centralizer orders of a 
conjugacy class and its image under the 
fusion map; 

• the commutativity of the power maps be-
tween conjugacy classes and the fusion 
map between the groups; 

• the restriction of each of the characters of 
G to H according to the fusion map; 

• the induction of each of the characters of 
H to G according to the fusion map; and 

• the comparison of the structure constants 
of each triple of conjugacy classes and their 
image under the fusion map. 

We refer to the heuristics by the name which 
is highlighted in the above list. The calcu-
lation of character restrict.ions and inductions 
only makes sense if the fusion map satsifies the 
centralizer order heuristic. 

As an example of query processing, we con-
sider the possible embeddings of H = 1(2,7) in 
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G = As. There are 8 candidate fusion maps 
generated, based on the orders of the elements. 
These are 

m 1 := {2a ~-+ 2A, 3a ~-+ 3A, 4a ~-+ 4A} 
m 2 := {2a ~-+ 2A, 3a ~-+ 3A, 4a ~-+ 4B} 
m 3 := {2a ~--+ 2A, 3a ~-+ 3B, 4a ~-+ 4A} 
m4 := {2a ~--+ 2A, 3a ~--+ 3B, 4a ~-+ 4B} 
m 5 := {2a ~-+ 2B, 3a ~-+ 3A, 4a ~-+ 4A} 
m5 := {2a ~--+ 2B, 3a ~-+ 3A, 4a ~--+ 4B} 
m 7 := {2a ~-+ 2B,3a ~---+ 3B,4a ~-+ 4A} 
m 8 := {2a ~--+ 2B, 3a ~-+ 3B, 4a ~-+ 4B} 

Each of the candidates also includes the map-
pings {la~---> lA, 7a ~-+ 7 A, 7b ~---> 7 B}. 

For each of these maps m, the centralizer 
order of class c in H divides the centralizer or-
der of class m( c) in G. Hence, they all pass this 
filter. 

The power map, p2, for the prime 2 requires 
that elements of order 4 have squares in the 
appropriate class of elements of order 2. In G, 
p2(4A) = 2A and p2(4B) = 2B, so the power 
map filter rejects the candidates mz, m4, ms, 
and m 7 . This filter passes 

m 1 := {2a ~--+ 2A, 3a ~---+ 3A, 4a ~---+ 4A} 
m 3 := {2a ~-+ 2A, 3a ~---+ 3B, 4a ~--+ 4A} 
m 6 := {2a ~---> 2B, 3a ~---+ 3A, 4a ~-+ 4B} 
m 8 := {2a ~-+ 2B, 3a ~--+ 3B, 4a ~-+ 4B} 

The restriction filter further rules out the 
possibility of m(3a) = 3A, since the restriction 
of the character Y2 of G is either X1 + X2 + Xa 
or X 1 +X4 or X 5 . For each of these characters, 
the value on class 3a is 1, and Yz(3A) = 4 and 
Y2(3B) = 1. The candidate fusion maps which 
pass this filter are thus 

m 3 := {2a ~---> 2A, 3a ~-+ 3B, 4a ~--+ 4A} 
ms := {2a ~---> 28, 3a ~---> 3B, 4a,....... 4B} 

Both candidates also pass the induction fil-
ter and the structure constant filter. 

Now let us turn to the inner working of the 
system during the query processing. Each of 
the filters, and the generation of the candidate 
fusion maps caches the data it requires . For the 
group G = As, the data is retrieved from the 
external database. For the group H = L(2,7), 
the character table data is produced by calling 
a C routine. In both cases, the complex char-
acter values that are cached are represented as 
encoded strings. 

Australian Journal of Intelligent Information Processing Systems 

17 

The predicate for the centralizer order filter 
is given one candidate fusion map, m, at a time. 
For each class c of H, it extracts the centralizer 
orders of c and m( c), represented as small inte-
gers, from the cache and then calls the built-in 
predicate divides/4 to test for exact division. 

Given a candidate fusion map m, the power 
.map predicate tests that for each prime and the 
corresponding power maps PH and PG, and for 
each class c in H that m(pH(c)) = PG(m(c)) 
using Prolog list processing. 

The restriction filter calls on the C rou:-
tines via the foreign-function interface to per-
form arithmetic with characters and character 
values. The actual restricted character is com-
puted using Prolog list processing. Given a can-
didate fusion map m, the filter runs through 
each character Y of G, which it extracts from 
the cache. In Prolog, it computes the restricted 
character m- 1(Y), then for each character X 
of H - also extracted from the cache - the 
pair of characters m- 1(Y) and X are passed 
to a C routine to calculate their inner prod-

. uct. This routine expands the encoded strings 
which represent complex character values into 
polynomials over a root of unity and does ex-
act complex arithmetic using these to calculate 
the inner product. If m- 1(Y) is a character 
the each inner product will be a non-negative 
integer. 

The inner working of the induction filter and 
the structure constant filter is similar to the 
restriction filter. 

The main impedance mismatches arise in (a) 
passing encoded irrational numbers from the 
Prolog inference engine to the C routines which 
implement the arithmetic operations, and (b) 
retrieving flat relational data from the exter-
nal databases and constructing the structured 
complex terms used by the Prolog rules. 

5 Some Experimental Evi-
dence 

This is a brief overview of the experiments 
to evaluate heuristics, and the performance of 
the NU-Prolog platform. The time to access 
the data on the conjugacy classes, stored in 
class..into/7, from the external database is 
presented in Table 4. For this experiment, the 
data for the L(2,q) family of groups is also ex-
plicitly stored in the external database, rather 
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than being derived from the parametric de-
scriptions. The time is in seconds, on a Sun 
3/60, and we show only a representative sam-
ple of the access times. The times .are high 
enough to prohibit repeated access of the ex-
ternal databases each time the data is required, 
and suggest caching of the data when apply-
ing the heuristics. For example, applying the 
centralizer order heuristic in a naive way -
without caching - to the pair of groups U ( 4,2) 
and A9 would consider 13824 candidate fusion 
maps, and each access of their conjugacy class 
information (which includes the centralizer or-
der) would require 8 + 7 seconds. NU-Prolog 
does not provide in-built caching for external 
databases, but one can program it easily in the 
Prolog rules. 

Group Time 
1(2,5) 1 
1(2,8) 1 

A7 2 
As 3 

1(3,4) 3 
U(4,2) 8 

Ag 7 
1(2,64) 11 
1(2,89) 8 
1(3,5) 6 

M22 5 
h 5 

1(2,107) 10 
1(2,109) 11 
1(2,113) 12 
1(2,121) 15 
1(2,125) 13 
Sp(4,4) 4 

Table 4: Representative Access Times 
Another experiment is to compare the ef-

fectiveness as a filter of each of the heuris-
tics, and their cost in terms of time. Table 5 
presents their individual effectiveness on rep-
resentative pairs of groups. The table column 
headed Candidates lists the total number of 
candidate fusion maps. For each heuristic, the 
table lists a pair "n:t", where n is the number 
affusion maps which pass the test and t is total 
time to test all candidate fusion maps (in sec-
onds on a Sun 3/60). All the candidate fusion 
maps are input to each heuristic, except for re-
striction and induction where only the fusion 
maps which pass the centralizer order heuristic 
are input. Caching of data is used in this ex-

periment. The last column lists the number of 
fusion maps which pass all heuristics. 

Our conclusion is that, for an overall strat-
egy, the heuristics should be applied in the fol-
lowing sequence: centralizer order, restriction, 
power map, induction, and structure constant. 

Using the above order of the heuristics, an 
implementation of the overall strategy performs 
as shown in Table 6. The candidate fusion maps 
are generated and filtered, in series, through 
the sequence of heuristics. The breakdown of 
the total time in terms of each of the heuris-
tics is presented for some representative pairs 
of groups. The times are in seconds on a Sun 
3/60. The last three heuristics in the sequence 
consume the majority of the time yet, in this 
experiment, they actually eliminate candidate 
fusion maps in only 25% of the cases of pairs of 
groups. 

6 Related Work 
Historically, the print media has been the way 
to disseminate mathematical data. The data 
includes lists of prime numbers, the digits of 1r, 

tables of integrals or combinatorial identities, 
or tables of function values such as statistical 
distributions. The printed literature on group-
theoretical data includes the Hall and Senior 
catalogue [12] of the 2-groups of order dividing 
64, the list of primitive permutation groups of 
small degree [25], the Atlas [8] of the sporadic 
simple groups, and the perfect groups of order 
up to one million [14]. 

The use of computers to disseminate group-
theoretical data is much more recent. The first 
examples were on-line collections of files; these 
are used as input data to algorithmic compu-
tations; they are kept for ease of updating as 
errors are detected and corrected; or they are 
browsed through or printed. The collections are 
searched or queried in much the same fashion 
as the printed literature. The libraries of group 
data for the computer algebra systems Cayley 
and GAP are used in the same manner as these 
on-line collections of files. 

Jamali(16] in his thesis greatly extended the 
catalogue of McKay and his colleagues by in-
cluding more facts about the groups in the fam-
ily 1(2,q), and by making explicit the definition 
of the class representatives, Sylow subgroups, 
and maximal subgroups in terms of the group 
generators. A Cayley library, simgps, of this 
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Fusion Pair Candidates Passed Candidates : Time (secs) Passers 
Cntlzr Power Restrict Induce Structure 
Order Map Const . 

L(2,7)-+A7 2 2:1 2:4 1:10 1:23 1:8 1 
L(2,7)-+U(3,3) 4 2:1 2:4 1:15 1:41 1:10 1 
L(2,7)-+L(3,4) 3 3:1 3:9 3:39 3:108 3:30 3 
L(2,7)-+As 8 8:3 4:16 2:28 2:54 2:22 2 
L(2,7)-+L(2,41) 1 0:1 0 
L(2,7)-+L(2 ,49) 2 2:1 2:10 2:58 2:104 2:70 2 
L(2,7)-+U(3,5) 1 1:1 1:6 1:18 1:47 1:15 1 
L(2 ,7)-+L(2 , 71) 1 0:1 0 
L(2,7)-.A9 12 12:4 6:42 3:54 3:90 2:30 2 
L(2,7)-+M22 2 2:1 2:10 2:28 2:50 2:28 2 
L(2,7)-+L(2,97) 1 0:1 0 
L(2 ,7)-+h 4 4:2 2:12 1:18 1:30 1:18 1 
L(2,7)-+L(2,113) 1 0:1 : 0 
L(2,8)-+Ag 12 12:4 4:28 2:54 2:90 4:104 2 
L(2,8)-+L(2,64) 1 1:1 1:14 1:221 1:869 1:284 1 

L(2,11)-+Mn 1 1:1 1:2 1:14 1:31 1:17 1 
L(2 ,11)->M12 8 8:3 2:8 2:40 2:70 2:42 2 
L(2 ,11)-+h 1 1:1 1:3 1:20 1:38 1:20 1 
L(2,11)-.M22 1 1:1 1:6 1:19 1:34 1:22 1 
L(2,11)-+L(2,121) 2 2:2 2:38 2:366 2:1262 2:1710 2 

A1->As 32 8:10 2:8 1:46 1:43 1:16 1 
A7-+U(3 ,5) 4 4:2 4:28 3:153 3:207 3:63 3 
A1->Ag 72 12:22 3:21 1:59 1:47 1:21 1 
A1->M22 2 2:2 2:12 1:42 1:40 2:36 1 

L(2 , 16)-..Sp( 4,4) 36 24:13 6:36 2:332 2:348 2:768 2 
U(3 ,3)->h 16 4:8 2:14 1:133 1:89 1:41 1 

Mn->M12 32 32:13 2:10 2:86 2:102 2:48 2 
Mn->M22 2 2:2 1:6 1:38 1:46 2:42 1 

L(3,4)-+M22 8 8:4 8:64 3:207 3:144 8:176 3 
As-->Ag 576 16:193 1:9 1:68 1:88 1:72 1 
As-->h 128 0:5 : : 0 

U( 4,2)-->A9 13824 0:1944 : : 0 

Table 5: Effectiveness and Cost of Heuristics 
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Fusion Pair Overhead Cntlzr Rest. Power Induce Structure Total 
Order Map Const . Time 

1(2,7)-.As 8 1 11 1 26 5 52 
1(2,7)-+1(2,49) 31 1 24 1 54 10 121 
1(2,7)-+U(3,5) 12 1 15 1 45 5 79 
1(2,7)-+Ag 14 1 15 1 26 5 62 
1(2,7)-+M22 11 1 11 1 23 5 52 
1(2,7)-h 13 1 14 1 28 5 62 
1(2,8)-+A9 15 1 22 1 42 10 91 
1(2,8)-+1(2,64) 195 1 240 1 839 112 1388 

1(2,11)-+1(2,121) 228 1 188 1 597 625 1640 
A1-+Ag 14 1 52 1 41 7 116 

1(2,16)-+Sp( 4,4) 20 1 167 1 165 345 699 
1(3,4)-+M22 12 1 59 1 41 10 124 

Table 6: Some Subgroup Problem Times (Sun 3/60 seconds) 

data was created by Jamali, Robertson and 7 Conclusions and Future 
Campbell[17]- they did not include the char- Work 
acter tables, and omitted those members of the 
family 1(2,q) not found in the Atlas. 

Vi'e know of two attempts, prior to ours, to 
provide more sophisticated database capabili-
ties for group-theoretical data. However, both 
lack a query language and might be considered 
as browsers for the collection of data rather 
than as databases. Worboys (28] at Birming-
ham provides a management system for the on-
line files containing character tables of groups. 
O'Brien [18] in 1987 at the Australian National 
University constructed a Pascal system that 
was menu driven to access data on the groups of 
order dividing 128. His system allows values for 
various properties of the groups to be supplied 
and the set of groups with matching properties 
to be retrieved . This solution set can then be 
refined by selecting additional properties from 
the menu and supplying their values. 

The 
work of O'Brien developed into TwoGroups [4], 
the first mathematical database. Smal/Simple-
Groups and TwoGroups are the first serious 
database and knowledge base for mathematics, 
but similar issues arise in other fields. Informa-
tion is vital in all sciences, especially astronomy, 
geology, physics, and chemistry. An overview of 
the work and issues in scientific dat.abases [10] 
also reveals a concern for knowledge representa-
tion amongst other issues, particularly the stor-
age of metadata recording the provenance of the 
data. 

SmallSimpleGroups was constructed and sev-
eral experiments with the representation of 
knowledge and heuristics were performed. The 
experiments highight the need for caching and 
efficient retrieval of complex data, and demon-
strate the relative effectiveness of the selected 
heuristics for the fusion map problem and the 
subgroup problem. 

Many compromises were made due to the 
restrictions of the NU-Prolog platform. Out-
standing problems or unfinished work include 
the impedance mismatches in the NU-Prolog 
platform between Prolog and the external 
databases , and between Prolog and the C rou-
tines accessed via the foreign-function interface; 
the lack of an object-oriented approach to rep-
resenting complex data- the approach must 
also encompass retrieval; the fact that there 
is still no intelligent querying of parameterised 
data- that is, the rules to query the data on 
1(2,q) should be in terms of properties of q; and 
the lack of a meta-level framework for heuristic 
driven solution of queries, possibly using math-
ematical theorems, or frequency information. 

Very briefly, our wishes for an improved 
Prolog include random access into complex 
data structures such as tables; integration of 
object-oriented features to allow more natu-
ral data modelling; and integration of features 
from functional languages to allow natural ex-
pression of arithmetic operators. The object-
oriented and functional features must also in-
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t.egrat.e with the retrieval mechanisms used for 
external databases. 

The major problem with exteilding this ex-
perimental knowledge base to a production-
quality system containing the complete Atlas 
dataset is the requirement to store and access 
the infinite parameterised families of groups. 
Queries may have infinite solution sets which 
should be return as constraints on the values of 
parameters in an easy to understand form; for 
example, q = ±1 mod 4. 
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A DDL for External 
Database 

The first set of data illustrates the data def-
inition of the group M11 for the external 
database of NU-Prolog. For the L(2,q)-family 
of groups, the character table data (cLhdr, 
class_info, and chi) is not stored in the ex-
ternal database but is calculated by C routines 
accessed through the foreign-function interface. 
However, the remainder of the data is stored in 
the external database. 

ct_hdr(m(11), 
o(7920, [[2,4], [3 ,2], [5,1], [11, 1]])). 

class_info(m(11),[1,2,3,4,5,6,7,7,8,8], 
[7920,48,18,8,5,6,8,11], 
[ [] • [ [2. 1. 1]] ' [ [3. 1. 1]] • [ [2. 2. 2]] • [] • 

[[2,3,3], [3,2,2]], [[2,4,4]], DJ, 
[1,2,3,4,5,6,8,11]. 
["1A","2A","3A","4A","5A","6A","8A","8B*", 

"11A","11B*"], 
[[1]. [1]' [1,-1]. [1,-1]' [1,2,3,-1]. 

[1 , -1]' [1,3]. [-1,5]. [1,4,5 , 9,3]. 
[-1,7,6,2,8]]). 

chi(m(11),1,char(1,1,1,1,1,1,1,1,1,1)). 
chi(m(11),2,char(10,2,1,2,0,-1,0,0,-1,-1)). 
chi(m(11),3,char(10,-2,1,0,0,1, 

"A+C,8","**,A+C,8",-1,-1)). 
chi(m(11),4,char(10,-2,1,0,0,1, 

"** ,A+C ,8", "A+.C,8" ,-1 ,-1)) . 
chi(m(11),5,char(11,3,2,-1,1,0,-1,-1,0,0)) . 
chi(m(11),6,char(16,0,-2,0,1,0,0,0, 

"B11","**,B11")). 
chi(m(11),7,char(16,0,-2,0,1,0,0,0, 

"**,B11","B11")) . 
chi(m(11),8,ch ar(44,4,-1,0,-1,1,0,0,0,0)). 
chi(m(11),9,char(45,-3,0,1,0,0,-1,-1,1,1)). 
chi(m(11),10,char(55,-1,1,-1,0,-1,1,1,0,0)) . 
mgpairs(m(11),gen(10,8,11,4,7,6,5,2,9,1,3), 

gen(4,11,3,7,5,1,6,8,2,9,10)). 
presentation(m(11),A,B,[A~2,B~4,(A*B)~11, 

(A*B~2)~6,(A*B)-2*(A*B--1)-2*A 

*B*A*B--1*A*B-2*A*B*A*B--1]). 
msg(m( 11) ,1, 720,11, "M10=A6'"'2" ,none, 

[(1,1),(1,2)],3). 
msg(m(11) ,2,660, 12,"PSL(2,11)" ,none, 

[(1,1),(1,5)],2). 
msg(m(11),3,144,55,"M9:2=3-2:Q8.2","N(3A-2)", 

[(1,1),(1,2),(1,8)],1). 
msg(m(11) ,4,120,66, "S5" ,"N(2A,3A,5A)", 

[(1,1),(1,2),(1,5),(1,8)],2). 
msg(m(11),5,48,165,"M8:S3=2""S4","N(2A)", 

[(1,1),(1,2),(1,5),(2,8),(1,10)],1). 
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B View or DD L for Prolog 
The second set of data illustrates a common 
view that the Prolog routines have of both the 
data on the external databases, and the data for 
the L(2,q)-family which is calculated by the C 
routines . A single view, supported by caching, 
makes the prolog programming of heuristics 
and query processing simpler. 

ct_hdr(l2q(2,13), 
o( 1092, [ [2, 2] , [3 ,1] , [7, 1] , [13, 1]])) . 

class(l2q(2,13),1,1,"1A"). 
class(l2q(2,13),2,2,"2A"). 
class(l2q(2,13),3,3,"3A"). 
class(l2q(2,13) ,4,4, "6A") . 
class(l2q(2,13) ,5,5, "7A") . 
class(l2q(2,13),5,6,"7B2"). 
class(l2q(2,13),5,7,"7C3"). 
class(l2q(2,13),6,8,"13A"). 
class(l2q(2,13),6,9,"13B7"). 
centralizer(l2q(2,13),1,1092). 
centralizer(l2q(2,13),2,12). 
centralizer(l2q(2,13),3,6). 
centralizer(l2q(2,13),4,6). 
centralizer(l2q(2,13),5,7). 
centralizer(l2q(2,13),6,13). 
powermap(l2q(2,13),1,[]). 
powermap(l2q(2,13),2,[[2,1,1]]). 
powermap(l2q(2,13),3,[[3,1,1]]). 
powermap(l2q(2,13),4,[[2,3,3],[3,2,2]]). 
powermap(l2q(2,13),5,[]). 
powermap(l2q(2,13),6,[]). 
period(l2q(2,13),1,1). 
period(l2q(2,13),2,2). 
period(l2q(2,13),3,3). 
period(l2q(2,13),~,6). 

period(l2q(2,13),5,7). 
period(l2q(2,13),6,13). 
classreps(l2q(2,13),1,[1]) . 
classreps(l2q(2,13),2,[1]). 
classreps(l2q(2,13),3,[1,-1]). 
classreps(12q(2,13),4,[1,-1]). 
classreps(l2q(2,13),5,[1,-1]). 
classreps(l2 q(2,13),6,[2,5]) . 
classreps(12q(2,13),7,[3,4]). 
classreps(12q(2,13),8, 

[1,4,3,-1,9,10]). 
classreps(12q(2,13),9, 

[7. 2, 8 • 6 • 11 • 5] ) . 
chi(12q(2,13),1, 

char(1,1,1,1,1,1,1,1,1)). 
chi(l2q(2,13),2, 

char(7,-1,1,-1,0,0,0, 
"1+qr(13)", "-qr(13)")) . 

chi(l2q(2,13),3, 
char(7,-1,1,-1,0,0,0, 

"-qr(13)","1+qr(13)")). 
chi(12q(2,13),4, 

char(12,0,0,0,"b(13,1,1)", 
"b(13,2,1)","b(13,3,1)",-1,- 1)). 

chi(l2q(2,13),5, 
char(12,0,0,0,"b(13,1,2)", 

."b(13,2,2)","b(13,3,2)",-1,- 1)). 
chi(12q(2,13),6, 

char(12,0,0,0,"b(13,1,3)", 
"b(13,2,3)","b(13,3,3)",-1,- 1)) . 

chi(12q(2,13),7, 
char(13,1,1,1,-1,-1,-1,0,0)) . 

chi(12q(2,13),8, 
char(14,-2,"a(13,2,1)","a(13,1,1)", 

0,0,0,1,1)). 
chi(l2q(2,13),9, 

char(14,2,"a(13,2,2)","a(13,1,2)", 
0,0,0,1,1)). 

mgpairs(l2q(2,13), 
gen(2,1,4,3,6,5,9,10,7,8,11,12,14,13), 
gen(3,1,2,5,7,8,4,11,12,10,6,13,9,14)). 

presentation(l2q(2,13),A,B,[A~2, B~3, 

(A*B).13,((A*B)~7*A* (A*B)-4*A)-2]). 
msg("L(2, 13)", 1,14, 78, "D14", "N(7A)", [] ,0). 
msg("L(2 ,13)", 2,12, 91, "D12", "N(6A)'', [] ,0). 
msg("L(2, 13)" ,3, 78,14, "13:6" ,"N(13)", [] ,0). 
msg("L(2 ,13)" ,4, 12,91, "A4", "N(2A -2)", 0 ,0). 
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